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Lagrangian Reward Augmentation (LARA) enables safety-aware inference-time alighment by turning an
expected-cost constraint into a calibrated reward, without updating the language model.

The problem LARA: calibrate the safety penalty Results
e Changing safety requirements make repeated fine-tuning costly. Estimate the one-dimensional dual objective from calibration samples:
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time methods, approaching fine-tuned direct alignment baselines. Scope: The ideal sequence-level policy has the constrained interpretation. Token-level decoders use the Best-of-N gives the strongest tradeoff among tested inference-time methods.

calibrated score as a heuristic.
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